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The healthcare workflow demands the analysis of vast volumes of information, including 
medical records, laboratory results, and genomic data. The availability of such data grows 
daily, often overwhelming professionals tasked with aligning clinical and laboratory inputs 
with established protocols and guidelines to generate effective outputs for individualized 
diagnostic and therapeutic propaedeutics, tailored to the specific clinical context. In this 
scenario, tools based on large language models (LLMs) enable the handling of genomic data 
complexity and support clinical reasoning by optimizing information triage within an 
evidence-based practice framework. These tools aid in generating differential diagnoses and 
recommending personalized treatments. Within precision medicine, genomic data analysis 
facilitates the application of personalized therapies and preventive strategies. However, 
interpreting genomic data remains challenging, even for specialized professionals. 
Generative AI and large language models can assist in analyzing genetic variants and 
diseases, improving diagnostic accuracy and enhancing physician-patient communication. 
This project will present an API infrastructure based on intelligent agents implemented in 
LangGraph, utilizing an adaptive and self-corrective strategy via Retrieval-Augmented 
Generation (Adaptive RAG). The system employs the Llama 3.1 (70B) LLM model, with 
vectorized tokens stored in ChromaDB and metrics managed in LangSmith. The objective is 
to support clinical decision-making by integrating patient data with the Brazilian Ministry of 
Health’s Clinical Protocols and Therapeutic Guidelines (PCDT), alongside continuously 
updated genomic data from the Ensembl Variation API. This infrastructure aims to enhance 
diagnostic propaedeutics across healthcare tiers and enable precise, individualized clinical 
follow-up, particularly in resource-limited settings. As a project outcome, we will demonstrate 
a proof-of-concept chatbot addressing queries related to Type 2 Diabetes Mellitus PCDT 
guidelines and corresponding genetic testing options available in MalaCards.This 
infrastructure is under construction, and the results reported here reflect preliminary work in 
progress. 
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